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Abstract—The goal of this paper is the localization of a
car within an unstructured, outdoor area, based on low level
algorithms. This is contrary to the current main focus of many
researchers, which mainly choose either highly accurate environ-
ment observations, e.g. provided by laser sensors, or information
rich vision based localization that requires computational expen-
sive algorithms. The localization is achieved by fusing the infor-
mation of different, noisy environment sensors, like stereo video
or ultrasonic, together into one occupancy grid, identify salient
points of interest, augment them with appropriate descriptors,
match those descriptors against a built up database and remove
the outlier matches with an optimized RANSAC algorithm. The
paper proposes a flexible framework with six stages that is used
to analyze the influence of the different algorithms per stage. The
paper concludes with a recommendation on algorithms that are
able to localize the car within an error of 10cm in under 10ms
single threaded on a standard central processing unit (CPU),
containing all necessary calculation steps starting from the grid
map.

Recognizing scenes that have been visited before is a well
researched field in the area of autonomous robots as well
as for advanced driver assistance systems (ADAS). With an
increasing amount of upcoming automated driving functions,
there is a need for a precise knowledge of the localization of
the car. Simultaneously one has to consider the cost-sensitivity
of the automotive market. Many robotic researchers focus on
a localization based on laser [10], [2], [1], yet such a sensor
might be too expensive to be put into the automotive market.
Moreover, the computational power that is available on an
onboard unit inside a car is severely restricted and hence visual
features might be too hard to calculate. A global positioning
unit like global positioning system (GPS) is often not accurate
enough or might fail in occluded situations that appear often
in a daily driving behavior [12].

I. INTRODUCTION

While most researchers in the field of ADAS use some kind
of occupancy grid to fuse the different information available by
several sensors to a combined environment model, localization
is currently often achieved by using an additional camera,
calculating and matching visual features to localize the car
[13]. In recent years, impressive results have been achieved
with such approaches [12]. Yet they are strongly dependent
on lighting conditions, computer vision is still extremely com-
putational expensive and the bandwidth, that is necessary to
transmit the uncompressed images from a camera to the control
unit, might not be available within the car. And finally, even
if all those problems will be solved, a second, simultaneously
computed localization procedure might be necessary for safety
reasons. This can be helpful, e.g. if the environment is visually

not distinguishable enough or as a real parallel and separately
calculated position information to increase the reliability of a
localization module.

The main scope of this paper is to prove, how a high
level function like localization can be achieved by using a
previously trained map and low level algorithms that can run
fast even on single threaded CPUs. To reduce the complexity
of the algorithm a rough position estimate at the beginning
is assumed to be known. This can be provided e.g. by a low
cost GPS or by the fact that the car always enters the same
map at one or only a few distinguishable points. To solve
this problem, a flexible framework that provides a fast and
accurate localization based on an occupancy grid is needed.
This occupancy grid is fed with noisy measurements gathered
by different sensors. The paper is organized as follows:

In the next section state of the art algorithms for scene
recognition are explained and it is pointed out, why those
algorithms might not serve as a solution to the given problem.
After that, the used framework is proposed and the analysis
at which stage which algorithm has to be used is stated.
An evaluation section follows, in which the accuracy of the
algorithms is analyzed based on a differential GPS (dGPS)
ground truth. The paper closes with a conclusion and an
outlook what can be changed in the near future.

II. BACKGROUND

In automated driving functions, the need for localization
appears on many levels. It ranges from an incremental local-
ization, to track the driven trajectory of the car [14], over global
localization and scene recognition [2] and the combination
of that, the simultaneous localization and mapping (SLAM)
[10], to the merging of maps that have been built up by
different runs. Such a map merging can be used to augment the
information of multiple, independent cars over time, to build
up a global correct and information rich map that can provide
high level driving functions [15].

Localization procedures can be roughly divided into three
groups: Feature-based, point-based and keypoint algorithms.

For the first one, an algorithm tries to identify some
significant objects, features like lines [6], or other distinctive
entities [19]. Those elements are identified by matching a
model into the measured data and tracking those models
over time. Such algorithms can be applied both on images
[12], point clouds or on occupancy grids [6]. However, it is
complicated to specify models that are visible often enough,
track-able and fast to compute, while still be able to be used
with noisy measurements from multiple sensors.



The second group, the point-based localization algorithms,
try to match somehow a point cloud into a previously seen
set. This can be for example achieved by trying to match
it against an earlier seen point cloud. The common way to
accomplish this is to use an iterative closest point (ICP)
algorithm which leads to pretty good result for accurate laser
data [10]. Interesting results have been recently presented in
[22] where an iterative closest point algorithm was applied on
(reduced) point clouds from a Microsoft Kinect to create a fast
visual slam with full six degrees of freedom reconstruction in
under 30ms. Yet it is difficult to use such an approach with
multiple, different sensors that might have a relatively narrow
field of view. Additionally, a good match is hard to obtain
if the environment is unstructured while the measurement is
noisy. Another member of this group is the Monte Carlo
localization [16], where a particle filter is used to model
multiple hypothetical poses within a previously known map
and (de-)validate them, based on the matching between the
real measurements and the virtual ones, that are created from
the particles within the map. A weakness of the latter approach
is that it scales directly with the size and the dimensionality of
the map which might be problem if applied in the automotive
sector, since the driven distances can grow arbitrary large.

Using keypoints tries to combine the advantages of both
worlds by relying on single, independent features that are
identified either on the live measurement data or inside of
an online built map [2]. The area around those interest
points is described by some kind of descriptor to make it
distinctive to other keypoints and matchable for the future.
There is an incredibly large amount of different detectors
and descriptors available, see e.g. [4] for a comparison. Such
keypoints are often applied to visual data. Famous visual
keypoint descriptors are e.g. Scale-invariant feature transform
(SIFT) [5], Speeded Up Robust Features (SURF) [17] and
recently Oriented FAST and Rotated BRIEF (ORB) [18]. They
use the enormous amount of information within an image and
calculate relatively complex descriptors to represent their local
environment. Hence the calculation time is rather long, e.g.
for SIFT it takes several 100ms only for the calculation of
the descriptors if it is calculated on a CPU. Yet the quality
of the matching is especially good. Such visual keypoints
have also been applied to the localization within grid maps
[15]. Other keypoint algorithms are explicitly designed for the
usage within grid maps, such as Fast Laser Interest Region
Transform (FLIRT) [2]. Either the concrete environment of an
interest point is mapped into a binned descriptor, where cells
that are occupied increase the value of the corresponding bin
or decrease it, if the cell is assumed to be free. Alternatively,
a descriptor is calculated before the grid is built, by searching
for interest points in the sorted point list of a laser scanner,
and decreasing/increasing the bins of the descriptor based on
the information, that a laser ray went through it or not.

With the latter approaches it is difficult to fuse the infor-
mation of different available sensors and if only one sensor
is used, the accuracy of the localization procedure heavily de-
pends on the quality and the field of view of the measurements.
The vision based localization looks promising, yet there are
still problems to be solved. Currently it’s still hard to calculate
salient features in real time and have enough performance left
to accomplish other tasks, like path planning, etc. And even
with an upcoming amount of video sensors in the automotive

market, the raw image is not always available, especially due
to the restrictions of the bandwidth that is available inside
a car. Additionally it is often stated, that stable features are
hard to find in an outdoor environment [13]. Even if all those
problems could be solved, there is additionally the problem,
that visual features are due to their nature heavily dependent
on the lighting conditions [12] and changes in the environment
e.g. over different seasons of the year.

Therefore, this work is focused on keypoints designed for
a noisy occupancy grid environment model, that are easy to
identify, that can be matched really fast and a framework that
robustly identifies the inlier of those matches, while allowing
a large amount of mismatches and estimate the transformation
between a pre-recorded database and online seen features. This
pre-recorded database is built either by training a dataset that
relies solely on the odometry of the car, if the trajectory
does not contain loop closing, by using a highly accurate
dGPS localization or by optimizing the position of the features
with a SLAM backend like g2o1. In this work the first two
possibilities are used. To provide an online and high quality
performance an accuracy below 10cm along with a runtime
below 10ms has to be achieved. The accuracy is derived by
a mean acceptable deviation of a car that drives and finally
parks at low speed, incorporating measurement and control
uncertainties. The runtime has to be that low, because the
localization procedure should be able to run several times
per second, to achieve a continuous tracking of the vehicle,
while providing enough time for other functionality to run
simultaneously. This runtime has to include everything starting
on a plain grid up to a resulting transformation pose with
which a certain functionality can be performed. To stay close
enough to embedded systems the algorithm should be tested
single threaded and only on a CPU, to avoid optimized GPU
calculations. The time measurements stated in this paper are
taken on a i7 2.4Ghz CPU with basic operations from the
OpenCV 2.4.6 library or own plain C++ code.

III. PROPOSED SOLUTION

To evaluate the influence of different algorithms used in
the finally developed localization procedure, a flexible six-
stage framework is used, compare Fig. 1. With predefined
interfaces between the stages an exchange of algorithms is
easy to accomplish, and the influence on the runtime and the
overall matching quality can be measured independently.

In the first two stages points of interest along with their
predominant direction are identified. This direction might help,
dependent on the applied descriptor, to match those descriptors
faster if their location is observed from different directions.
Secondly, at stage three, for every point of interest a descriptor
is calculated to represent the area around the corresponding
interest point. Since the integrated measurement leads not
always to a well conditioned grid, the algorithm should be
especially robust with respect to noise. This is the main focus
of the investigation. After this, for every interest point a
database is queried for the next n similar keypoints, based on
a given metric. Those tentative matches have to be separated
into correct and incorrect matches. This is achieved by a
fast and optimized RANSAC [11] algorithm. It is analyzed

1https://openslam.org/g2o.html



Fig. 1. The used six-stage framework along with several applied algorithms.

how many samples have to be drawn in each RANSAC
cycle, to get a salient, w.r.t. matching quality and speed,
transformation estimation. In the final step all the identified
matching keypoints are used to calculate a transformation to
estimated the pose of the car.

A. Interest points

Within the framework it is easy to change the algorithm
that is used to identify interest points. Different algorithms
have been analyzed, several known, like Harris, Shi-Tomasi
and FAST from the OpenCV library, and also a simple own
interest point detector ”Local peak”, that looks in subgrids of
a predefined size, e.g. 5x5 cells, for the maximum occupancy
value over a certain threshold. This leads to a simple and
smooth distribution all over the whole grid. Since the algorithm
used for the detection of interest points hasn’t shown a
significant influence to the matching and localization quality,
the fastest one has been used.

As an optional step the amount of features can be reduced
by applying a mean shift algorithm with an Epanechnikov
kernel [21]. The mean shift algorithm iteratively shifts every
interest point to the center of mass in his direct neighbourhood
(Fig. 2) until it converges. This reduces the number of interest
points approximately by one order of magnitude. Even if this
mean shift reduction is applied, the original feature set is saved
to calculate the predominant direction and the descriptors. The
advantage of reducing the amount of keypoints is not only in
the reduced matching time, but also in the smaller memory
consumption, e.g. if those keypoints have to be transmitted
over a small bandwidth network entity.

B. Predominant direction

Most interest point based algorithms, that are using some
sort of direction of a keypoint, calculate the local deviation of

ROI

Center of mass

Mean shift vector

Fig. 2. Interest Point gets shifted to the center of mass in a defined region
of interest (ROI).

the interest point directly on the grid. This is mostly done
calculating the second moment matrix (SMM) directly by
convolving the grid with an appropriate kernel and calculating
the local derivations. In this work, it has been observed that for
noisy data, this kind of detection is unstable (see Fig. 3(a)).
Therefore, in this framework there is a second algorithm to
calculate the direction by approximating the second moment
matrix solely based on the nearby interest points. This is
faster and leads to more stable results for a severe amount
of test cases, see e.g. Fig. 3(b). The basic idea behind an
SMM based on interest points is to fit an ellipsoid into the
surrounding points xj within some neighbourhood N (xi) of
interest point xi and calculate the eigenvalues and vectors of
the resulting matrix, see (1). The eigenvectors are pointing
along the principal direction of the points and orthogonal to
this direction. This normal direction is used as the predominant
direction. Depending on the noise within the grid data, the ratio
of the two eigenvalues can be used to differentiate between
singular points and interest points along (local) lines. This
might help for the matching procedure but is not used in this
work due to the high noise. With an occupancy grid fed by
laser data, this point/line estimation yield good enough results
to improve the matching.

SMM =
∑

xj∈N (xi)

(xj − xi)(xj − xi)T ,

[λ,A] = eig(SMM)
(1)

C. Descriptor

At the beginning of the analysis standard descriptors like
SIFT or FLIRT have been considered. But due to the high noise
in the grid data such local descriptors have been proven to be
not reliable enough. A high amount of outliers in the tentative
matching set was the result and therefore the RANSAC part
took significantly longer or even failed. Additionally, the time
for calculating the descriptors exceeded the time of 10ms
significantly, that was defined to be the maximum runtime of
the overall algorithm.

Hence, much simpler descriptors, Shape Context and Spin
Images, have been chosen. The basic idea behind Shape
Context is to build up a histogram of relative vectors to nearby
interest points. It originated in handwriting recognition and was



(a) Grid-based (b) IP based

Fig. 3. Predominant directions calculated via the standard approach by
convolving the local surrounding grid in a) and by the discrete approximation
and using only the nearby interest points in b). The normal vector to the
resulting direction is plotted as green line, the length encodes the ratio between
the two eigenvalues of the second moment matrix. Clearly the second approach
leads to significantly more stable directions.

(a) Shape Context (b) IP based

Fig. 4. Exemplary histogram of a shape context feature in a) and few
randomly chosen descriptors at the position of their corresponding interest
points within the grid in b).

applied afterward also for object recognition [3]. To calculate
a Shape Context descriptor all vectors to nearby interest points
are determined, with respect to the predominant direction of
the point, and those vectors are sorted into a histogram, see Fig.
4. This histogram is binned radially into nradial segments to
sort the vectors by the angle ∠(vi−vj) and axially into naxial
segment to bin the length of the vectors ‖vi − vj‖. Mostly this
axial binning is done logarithmically starting from a minimum
up to a certain maximum distance, see (2). If nradial = 1
holds, this descriptor is called ”spin image” and is inherently
rotation invariant and therefore the second stage of calculating
the predominant direction can be skipped.

disti = exp

(
log(Rmin) + i

log(Rmax)− log(Rmin)

n− 1

)
(2)

Additionally, a fuzzy histogram has been implemented.
In this fuzzy version the corresponding histogram bin is not
discretely incremented. Instead all bins, that lay within a cer-
tain probabilistic distribution around the measured vector are
updated corresponding to their occupancy of this distribution.
Even if this fuzzy descriptor was looking promising at first, it
did not perform significantly better than the standard shape

Fig. 5. Tentative matches based on the database queries for each keypoint.

context which has proven to be more stable. With a plain
implementation the runtime of calculating descriptors for a
single scene is between 1− 3ms.

D. Descriptor matching

Different matching algorithms have been applied. A simple
Brute Force matcher has been used to evaluate the influence
of several metrics on the matching. The considered metrics
have been the L1 and L2 Norm and a χ2 test. The latter two
outperformed the L1 Norm significantly. Despite the fact that
the original paper of the applied Shape Context [3] proposed
to use a χ2 test, no significant difference in the matching
quality with an L2 Norm has been observed. Therefore the L2

Norm is used to query a kdTree database. However, since the
dimensionality of the descriptor is in the order of 10-100d,
dependent on the chosen amount of bins in axial and radial
directions, a standard kdTree approach did not improve the
runtime and hence the approximate nearest neighbour library
from [20] that only needed a fraction of the time is used, see
TABLE I in the evaluation section at the end of this work.

To complete the matching stage for every determined
keypoint the database is queried for the next n neighbours
within a maximum error bound. Fig. 5 shows an examplary
scene with this tentative matching set. Of course this matching
yields a large amount of outliers, yet the calculational burden
to determine the descriptors and match those is really low. And
based on the restriction that we know within some certainty
where our car is located, or has to be found, the outlier ratio
is acceptable. Nevertheless, the outliers have to be filtered out
efficiently. This is done with an optimized RANSAC that is
described in the following section.

E. RANSAC

The basic principle of RANSAC is to draw n samples
from a set of data points, determine a model based on these
n samples and check the consistency of the resulting model
by counting the number of data points that support this
model. This section describes how this approach is used in
the proposed framework.

1) Model fitting: To calculate a transformation model n
matches are sampled from the tentative matches, hence there
are two feature locations sets {xi}ni=1, {yi}ni=1 with their
centroids x̄, ȳ. The optimal transformation model for those
locations is given by a rotation matrix R and a translation
vector t: (

R̂, t̂
)

= argmin
R,t

n∑
i=1

‖yi −Rxi − t‖2 . (3)



In the two dimensional case this function can be analytically
solved. Incorporating the non-linear constraints in the rotation

matrix R =

[
cos(φ) − sin(φ)
sin(φ) cos(φ)

]
=

[
c −s
s c

]
, the following

Lagrangian problem has to be minimized:

J =

n∑
i=1

‖yi −Rxi − t‖2 + λ(c2 + s2 − 1)→ min . (4)

One easily obtains, that this function can be solved by the
following terms:

c = f1√
f2
1+f2

2

,

s = f2√
f2
1+f2

2

,

t = ȳ −
[
c −s
s c

]
x̄ .

(5)

with x̄, ȳ being the centroids of the point sets, and

f1 =
∑

i (xi − x̄)
T

(yi − ȳ),

f2 =
∑

i (xi − x̄)
T

[
0 1
−1 0

]
(yi − ȳ) .

(6)

The parameters in (5) could also be calculated via singular
value decomposition (SVD) or by using quaternions, but this
analytic solution has proven to be significantly faster to calcu-
late. The sum of the squared error (SSE) of those n samples
is used to identify erroneous matches. If this SSE lies above
some threshold the currently picked samples are dismissed, and
n new ones are redrawn. This helps to significantly reduce the
amount of evaluated transformations. Because one does not
need to evaluate the transformation for all data points, if even
the few model-creating samples do not fit well enough into
the model. This last step only works if the solution to (4) is
overdetermined, i.e. if n is larger than two.

2) Sampling tentative matches: To sample from the tenta-
tive set two different approaches have been evaluated. At first
a simple equally distributed sampling process over all tentative
matches is used.

Secondly, a fitness based sampling has been tried. For every
tentative matching pair a matching quality was determined,
e.g. the metric used in sec. III-D. Also multiple variations in
updating the matching quality have been tried, e.g. dependent
on the model quality from an earlier RANSAC drawing. Even
though the fitness-based approach resulted in drawing less
miss-matches, the overall runtime was increased since the
sampling process is more complex.

3) Number of randomly sampled tentative matches: Even
though most RANSAC implementations suggest to use a
minimal number of points to determine the model, different
results have been observed in this work. The theoretical
minimum number of matching points would be one, since
all keypoints also provide an orientation and therefore the
rotational matrix and translation vector could be determined.
But since the calculated direction, even with the optimized
calculation stated in sec. III-B, is noisy, the realistic minimum
would be two matching pairs. Yet those matches are still too
noisy to give good correspondence estimates (see Fig. 6). If
only two samples are drawn from the tentative set, the fraction
of valid matches is rather low. A fraction of valid matches is
defined as the amount of corresponding sets that created a
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Fig. 6. Comparison of the influence of the chosen number of samples within
on RANSAC loop for the calculation of the transformation equations. The red
bars denote the runtime for the RANSAC procedure, the blue bars represent
the fraction of RANSAC cycles that weren’t skipped and yielded a model
quality above a reasonable threshold.

model, that is supported by a large enough amount of other
features. To analyze how this fraction and the runtime behaves,
the number of drawn samples has been further increased.
The runtime is significantly reduced by drawing more than
two samples per cycle. The optimal number was found to be
three, yet the difference between drawing three to five samples
is insignificant. The advantage of drawing more than two
samples from the tentative set is twofold: Firstly, the amount
of unnecessary RANSAC cycles is reduced, because invalid
matches can be detected by the SSE of the model fitting, and
hence the runtime is significantly reduced. Secondly the quality
of the achieved models is significantly higher if more than two
samples are drawn.

Hence n = 3 samples are drawn uniformly from the
tentative matches and with (5) the optimal set

(
R̂k, t̂k

)
is

determined. The value k denotes the k-th RANSAC cycle.

Based on the determined transformation model
(
R̂k, t̂k

)
all currently observed interest points are transformed into the
frame of the saved interest points and a second database, also a
kdTree, that holds the 2D position of the saved interest points is
queried for the nearest neighbour of each transformed interest
point within an error bound. The number of interest points that
found a neighbour within this bound combined with the sum
of squared distances to those neighbours yield the vote for this
model. If this vote is above a threshold it is considered as a
possible match and pushed onto a consensus set (see Fig. 7).

4) Determination of the model quality: The RANSAC
procedure iterates at most a few thousand times, with only
a fraction of this evaluated because many cycles are skipped
due to the low model quality determined in the fitting step.
Alternatively the procedure stops itself if the consensus set
grows to large, e.g. if more the ten valid models are found.
The threshold for accepting a newer model grows with the
quality of already found models within the consensus set. This
increases the overall model quality because it prevents to fill



Fig. 7. Final Matching set with drawn corresponces.

the consensus set with identical models.

F. Scene recognition

After the RANSAC procedure the best model is chosen by
a weighted sum of the number of interest points that found
a valid neighbour under the given rotation and the SSE of
those matching pairs. Based on this set of matching pairs
(5) is re-evaluated and the resulting transformation

(
R̂, t̂

)
is used as final optimal solution. Instead of calculating this
transformation analytically a fast converging ICP could have
been used, e.g. initialized with the best consensus set. But
as online experiments with a test vehicle have shown, the
matching accuracy of the chosen RANSAC inlier set is good
enough for the considered test cases.

To increase the overall localization accuracy a Kalman
based fusion of the odometry and the proposed matching
technique has been implemented. This step was necessary
since the simple matching procedure has a non-negligible jitter,
especially in the angle. This would yield an uncomfortable
driving behavior.

Hence a basic three dimensional Kalman filter is used with
the odometry as motion input and the transformation model as
a measurement update of the origin. The matching quality can
be directly used to estimate the certainty of the measurement
update. With this last extension the localization procedure is
complete and runs with a mean execution time of 8ms single
threaded on a CPU without heavy optimizations as will be
shown in the following evaluation section.

IV. EVALUATION

To evaluate the accuracy of the proposed localization pro-
cedure several multiple kilometer long trajectories have been
recorded at the Bosch campus in Schwieberdingen, Germany.
The ground truth was provided by a highly accurate dGPS
system with a position error in the order of centimeters. The
dGPS pose is used to build up the occupancy grid for training
purposes and for the validation of the estimated position in
the following, odometry-based runs at which the car tried to
localize itself continuously within the map. To evaluate the
accuracy one data set was used for the training phase, while
the others have been used to determine the accuracy.

One of those trajectories is shown in Fig. 8, blue marks
the position of the dGPS and the estimated position is plotted
in red. As can be observed the proposed algorithm does not
create a drift along the trajectory and is always somewhat close
to the ground truth.

Fig. 8. Driven test trajectory, blue marks the dGPS pose, red the estimated
position. The localization procedure started shortly after the beginning. As can
be seen there is no drift by the estimator along the trajectory. As in this large
scale overview no difference is noticeable a example zoom in is given.
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Fig. 9. Euclidean error along the driven trajectory. It has a median of
0.0522m, a mean of 0.0688m with a std. of 0.0532m.

TABLE I. COMPARISON OF THE DIFFERENT ALGORITHMS.

Section Algorithm Runtime Runtime /w MS
Interest Point Harris 70.0ms 73.1ms

FAST 2.0ms 5.0ms
Local Peak 13.1ms 16.3ms

Pred. Direction Convolution 2.5ms 2.6ms
Direct 1.4ms 0.2ms

Descriptor Shape Context (56d) 1.7ms 0.7ms
Spin image (7d) 1.1ms 0.6ms

Matching Brute-Force 23.22ms 1.0ms
kdTree 35.1ms 1.0ms
ANN 8.1ms 0.2ms

RANSAC n = 2 21.22ms 8.3ms
n = 3 3.57ms 1.9ms∑

Best per section 16ms 7.9ms

To evaluate the accuracy in more detail, the euclidean
distance of the estimated pose to the corresponding dGPS
position was calculated for every time step. Fig. 9 shows the
error along a driven trajectory. It has a median of 0.0522m
and a mean of 0.0688m with a standard deviation of 0.0532m.
Therefore the goal to get an accuracy in the order of 10cm was
achieved.

The analysis of the runtime was done simultaneously. For
recorded datasets the runtime of all applied algorithms per
stage has been recorded and their mean value was used to
evaluate the runtime complexity. This is stated in TABLE I.
The optional point reduction step by applying a mean shift
algorithm is stated separately in the last column (/w MS),
because the reduction of the interest point has shown a



significant influence over all following stages. For the finally
used configuration the permutation that reduces the overall
runtime has been used. By choosing the FAST detector for
the interest point detection, reducing those with a mean shift
algorithm, an ANNtree as the database and drawing three
samples per RANSAC cycle an overall runtime of 8ms can
be achieved in the testing environment. This is fast enough to
run in real time and providing enough performance for other
ADAS functionalities.

V. CONCLUSION

This work addresses the high level problem of localization
with low-level algorithms that can easily run in real-time. To
achieve this, instead of calculating complex visual features,
a standard occupancy grid is used to fuse the information of
different sensors. Based on this grid simple and well-known
algorithms are applied to calculate interest points, that are
augmented with a shape context descriptor to be matchable
against a previously recorded data set. To analyze the influence
of the different algorithms a flexible framework with six stages
was used and several different algorithms have been applied.

Interesting findings are that at first in this framework
the type of the interest point detector has no significant
influence and hence the fastest one can be used. Secondly,
despite the fact, that the original paper of shape context [3]
stated, that the χ2 test should be used, a standard L2-Norm
yields nearly the same results. Therefore a highly optimized
nearest neighbour algorithm has been applied to serve as a
database to find matches significantly faster. And at last the
RANSAC algorithm converged significantly faster if, other
than usually suggested, more than the minimal number of
matching pairs are drawn from the tentative matching set. The
optimal number of samples to draw was found to be three.
The time for each RANSAC cycle can be further reduced, if
the features are restricted to a 2D environment, by calculating
the transformation parameters with the direct solution instead
of standard SVD library.

The accuracy evaluated in the last section depends heavily
on the occlusion of the environment. But this comes in handy
for a low speed maneuvering assistance system. Since areas
that provide only low occlusion allow a higher variance in the
positioning information the controller that guides the car along
a trajectory can be smooth. And in an area of high occlusion
it can be tuned to follow the trajectory tightly. For example in
a final parking spot, where the position information provided
by the proposed solution yields a high accuracy.

In the future the authors are looking forward to analyze
how to reduce the dimensionality of the descriptor vector and
to reduce the amount of keypoints to only keep the important
ones in the database. Also keypoints that describe the area
that was classified as free space might be considered to gain
robustness with sparse information sensors like ultrasonic.
Nevertheless the algorithm is already, even on noisy grid data,
able to localize and track the position of the car within a
prebuilt map in real-time with less than 10ms containing all
steps necessary for the localization procedure.
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